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Abstract—Continuous authentication is receiving increased
attention from providers of on-line services, particularly due to
the ability of mobile apps to collect user-specific sensor data.
However, the approaches proposed so far are either not accurate
enough to provide a high-quality user experience or restricted
by engineering challenges to capture data continuously. In
this paper, we propose an approach based on a deep learning
autoencoder, which achieves an equal error rate as low as 2.2%
in tested real-world scenarios. The suggested system only relies
on accelerometer data and does not require a high number
of features, therefore reducing the computational burden. We
discuss the balance between the number of dimensional features
and the re-authentication time, which decreases as the number
of dimensions increases. We also discuss parameter selection for
real-world scenarios e.g. depth of the architecture, time elapsed
before re-building the model and length of the training dataset
and possible approaches to find the optimal trade-off between
accuracy and usability required for each particular context.

Index Terms—biometric authentication, continuous authenti-
cation, smartphone security, deep learning, autoencoders

I. INTRODUCTION

The smartphone is an increasingly popular device in both
emerging and developed countries, with over one-third of
the world’s population projected to own a mobile phone
this year [1]. Mobile devices are used for many purposes,
such as paying for journeys on public transport, replying to
corporate emails, performing bank transactions and accessing
social media accounts. The constant innovation around mobile
applications is contributing to this trend, and an increasingly
number of companies offer new services through them [2].

The characteristics that have contributed to the surge in the
popularity of the smartphone, such as portability and ease of
use, also introduce critical security challenges [3]. This has
prompted the community to continually seek the best trade-
off between security and usability, to prevent unauthorized use
of the device while maintaining a satisfactory user experience.

An authentication algorithm is a standard measure to control
the access to the device. In an authentication process, the
identity is verified according to different sources of infor-
mation provided, directly or indirectly, by the user. One-
time authentication methods such as those based on PINs,
passwords and biometrics are commonplace [4], [5]. However,
such approaches disrupt the user experience, and service

providers would prefer to limit the number of actions required,
i.e. such as validation for each financial transaction in the same
session.

Implicit authentication [6], can be used either as a primary
authentication method or an auxiliary fraud indicator for
higher assurance [7]. The process is repeated during the entire
session at a given frequency without requiring any explicit
action from the user. With technological advances, opportuni-
ties for implicit authentication increase, as many sensors can
potentially be used to validate the end user on a continuous
basis. The valuable data obtained from phone sensors allows
for considerably more sophisticated authentication approaches,
including the real-time use of machine learning algorithms.

Recently, some continuous authentication approaches have
been proposed for smartphones [8], [9], [10]. However, their
real applicability is either limited because of the low accuracy
rates obtained or the discontinued availability of samples from
the sensors employed. Some studies [11] suggest increasing
the number of features to improve accuracy. However, this
makes the approach more computationally demanding.

In this paper, we propose a novel continuous biometric
authentication system which relies on user-specific motion
patterns while interacting with the smartphone. The approach
achieves an accuracy rate (equal error rate) of 2.2% in the
tested real-world scenarios. The method relies on a reduced
group of features compared to other studies and is cloud-
based, thus decreasing the computational burden on the device.
The feature extraction process is based on a deep learning
technique called autoencoder. Further, we research the trade-
off between accuracy and usability. This depends on the
selection of the parameters of the approach, such as the
number features taken into account, depth of the architecture,
time elapsed before re-building the model and length of the
training dataset, all of which allow us to adapt the system to
the specific context.

We use two publicly available data sets, one from [12] which
was collected in a laboratory setting and a crowdsourced set
[13] captured in real-world scenarios. As in previous studies
[9], [10], [11], to simulate the attack scenario we randomly
categorize the individuals in the datasets as legitimate or
fraudulent users and we test the ability of the approach to
identify them.



In Section II, we introduce the biometric authentication
systems and survey the traditional authentication methods.
Section III reviews the continuous approaches for smartphones
proposed in the literature. In Section IV we explain the
methodology of the proposed scheme. Section V introduces
the datasets used to evaluate our system, and Section VI
presents the effectiveness results. Efficiency results are shown
in Section VII and Section VIII concludes with a discussion.

II. BIOMETRIC-BASED AUTHENTICATION

Biometric data describe physical and behavioral individual
characteristics. Each user is identified by a group of features
which describes characteristic patterns such as voice or mo-
tion. A Biometric Authentication System (BAS) [14], [15]
captures and processes biometric data for user recognition.
Nowadays, many different sensors that can capture biometric
data such as environmental, locational and user-specific motion
information have been incorporated in the smartphone, and
the capture process is easy and straightforward. BAS are
believed to be trustworthy [16], and their applicability on
smartphone platforms is receiving increased consideration over
recent years [17], [18].

A. General scheme of a BAS

For what follows, it is important to understand the two
phases of a biometric authentication approach, as shown in
Fig. 1. In the first step, Fig. 1-(a) referred as the enrollment
phase, biometric samples are captured and processed in a
feature vector representing user-specific patterns, which can
be used for user validation. In the second phase, referred as
the recognition phase in Fig. 1-(b), a new data sample, i.e.
the authentication request, is provided to the system. After
undergoing pre-processing and feature extraction as in the
enrollment phase, the extracted feature vector is transferred
to the matching algorithm, which performs two operations.
Firstly, in the matcher module, the feature vector is compared
with those stored in the enrollment phase. The result of the
comparison will be a match score value which is assigned to
the authentication request. The second operation is performed
in the decision module, which classifies the sample comparing
the match score calculated to a Decision Threshold (DT).
Samples belonging to different individuals will have different
match score distributions, as exemplified in Fig. 2. If the
score is lower than the DT, the authentication request will
be considered legitimate. Otherwise, it will be regarded as
fraudulent. Machine learning techniques are commonly used in
the feature extraction module, with semi-supervised anomaly
detection approaches for verification systems and supervised
anomaly detection for identification systems.

Some BASs take into account more than one source of bio-
metric data: multimodal biometric systems have been proposed
as a means to increase detection rate from systems, while
however increasing considerably the computational burden of
the approach [19].
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Fig. 1. General authentication biometric scheme. (a) Denotes the enrollment
phase i.e. the training of the algorithm. (b) Denotes the recognition phase,
i.e. the decision rule.
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Fig. 2. Match score distributions from two different users, one legitimate and
one fraudulent. The decision threshold determines the classification result.

B. One-time vs. continuous systems

Most of the proposed BASs based on face [20], [21],
periocular [22], [23] and fingerprint [24], [25] recognition
are one-time authentication systems: the user is validated
only at the beginning of the session. These sources of data
do not provide continuous availability of biometric samples
since an explicit action of the user is required. BASs based
on information such as motion or location can, however, be
designed as a continuous systems, constantly re-authenticating
the individual through the entire session without requiring any
explicit action from the user. The authentication process is
performed at a given frequency depending on the requirements
of the context.

In typical use cases, continuous authentication adds a layer
of security to the service provider, used to improve usability.
When the authentication system expresses continued confi-
dence in the identity of the user, the service provider may
decide to skip further security queries, i.e. not requiring an
extra validation step when completing a payment transaction.
On the other hand, continuous approaches can be used as a
primary authentication method.



C. Biometric performance metrics

We are going to introduce a set of well-established perfor-
mance metrics which will be used throughout this work to
evaluate the accuracy and precision of the proposed BAS, and
to compare its performance with previous studies:

• False Acceptance Rate (FAR) is the probability to classify
instances from a non-authorized individual as genuine. It
is defined as:

FAR(τ) = p(classify genuine | fraudulent) ,

where τ is the decision threshold value.
• False Rejection Rate (FRR): is the probability to classify

instances from an authorized individual as fraudulent. It
is defined as:

FRR(τ) = p(classify fraudulent | genuine) .

• Equal Error Rate (ERR): is the percentage at which both
the value of FAR and the value of FRR are equal. This is
a metric of the overall performance of the authentication
system.

• Receiver Operating Characteristic (ROC) curve: is a
graphical representation of the effectiveness of a binary
classifier. The True Acceptance Rate, i.e. 1-FRR, is
plotted as a function of the FAR.

III. CONTINOUS BIOMETRIC APPROACHES USED ON
SMARTPHONE AUTHENTICATION

Some of the first continuous authentication approaches
proposed were based on the user’s screen touch as a means
for user recognition [26]. In [8], a continuous semi-supervised
anomaly detection approach is proposed, based on a weighted
k-nearest neighbour algorithm. Experiments in a controlled
environment showed an EERs of 5.5% and 3.5% after a re-
authentication time of ten and five minutes, respectively. De-
creasing the re-authentication time gives considerably worse
results, thus limiting the practicality of the approach on real
scenarios being the average smartphone session duration 72
seconds, as a recent study suggests [27]. Additionally, an
obvious limitation of touch recognition for continuous authen-
tication is the requirement of continuous input from the user.
Smartphone activity usage is very diverse, and some of the
most popular activities involve a low number of touches [28].

In [11] the authors proposed a continuous multi-modal
system based on face and touch recognition. Initially, they
produce an independent score for each sample for both differ-
ent modalities of data using a stacked classifier. The results are
combined, providing a final sample to a meta-level classifier
which determines the decision result. The authors achieve
the best detection rate of 3.7% ERR when using a stacked
approach based on three classifiers, i.e. Bayesian Network,
Random Forest and Logistic Regression (LR), combined with
a meta-classifier based in an LR methodology. Since the model
is trained using samples from the legitimate and the fraudulent
users, the applicability of this scheme is limited. Supervised
methodologies are not suitable for real world scenarios where

we do not know in advance the patterns of fraudulent users
[29].

With the embedding of sensors such as an accelerometer,
magnetometer and gyroscope, motion authentication for smart-
phones is becoming a subject of an increasing number of
studies. Some of the recent literature is focused on identifying
users based on their holding patterns [30]. Since motion
data on smartphones can be continuously collected, a similar
methodology can be used to implement continuous BASs,
although the literature in this area is very sparse [8].

In [9], a continuous motion recognition system was pro-
posed with 14 features including orientation components
derived from the raw samples from the accelerometer and
gyroscope sensors. The authentication consisted of two main
phases. In the first phase, which is performed offline, a
convolutional net is used to perform the feature extraction
process in a training dataset which includes samples from
several hundred users. Subsequently, the authors estimate the
distribution of the feature space to build a general model. In
the second phase, which takes place on the device, they adapt
the general model to the specific user. Then, both models are
used to produce a score for each authentication request. The
authors obtained a maximum accuracy result of 18.2% EER
in real-world scenarios. In this scheme, high-level features are
learned from a pre-collected training dataset, which could not
include the patterns of the actual user [31].

Further, [32] introduced a multi-modal approach which
employed accelerometer and gyroscope data together with
touch biometrics. First, the authors use a one-class SVM model
to classify the samples as either belonging to the owner or a
guest/attacker. The decision is made for a group of samples
instead of for a single observation. Subsequently, they build a
dataset based on the previous classification process to train a
two-class SVM. With some similarities, more recently a semi-
supervised approach was proposed [10]. The authors use the
same sources of data and a classification algorithm based on
the one-class SVM method. They test the approach with a
dataset collected in a controlled environment where users were
asked to type a text when sitting and when walking. They
obtained an EER of 7.16% when the user was walking and
10.05% when the user was sitting. The authors deferred the
evaluation of the approach on real-world scenarios to future
studies.

IV. PROPOSED APPROACH

In this paper, we propose a continuous authentication bio-
metric system for smartphones based on the holding patterns of
each individual. Differently from previously proposed motion
authentication approaches [9], [10], we only consider data
from a 3D accelerometer sensor to ease the computational
burden. We further implement the enrollment and recognition
phases on the cloud, leaving only the capture module on the
device.

In our approach, the feature extraction process is based on
a deep learning autoencoder which, as we will show, achieves
a competitive accuracy result.



The accelerometer data is continuously acquired from the
smartphone when an individual is using the device. The
samples are sent to the relevant sub-system in the cloud in
blocks of length equal to the window size n, and we refer
to each block as an instance a. When the authentication
system is initialized, a number of instances are captured and
sent to the enrollment system, where a classification model
is built. Once the model is estimated, each instance in a
validation set is processed by computing the mean squared
error (MSE) between the original value and its representation
according to the model, and we denote the value as the
match score. The result of the process is a validation match
score vector e = {e1, e2, . . . , em} where m is the number of
instances included in the validation dataset. Here, the Decision
Threshold (DT) value is calculated as:

DT = average{e}+ ϕ standard deviation{e} , (1)

where ϕ is the percentage confidence interval of the normal
distribution taken into account. We vary ϕ to plot the ROC
curve and calculate the ERR of the approach.

From this moment, each captured instance is sent to the
recognition-subsystem to be authenticated. The match score
value will be calculated and compared against the DT. If
the match score is higher than the DT, the authentication
request instance is classified as fraudulent. The continuous
authentication process is performed every n/fs seconds, where
n is the size of the window and fs is the sampling frequency
of the capture module.

The model is re-built after processing a given number
of instances. Among all the processed instances, the ones
classified as legitimate are sent to the enrollment sub-system,
which will re-train the classification model by sequentially
merging the new samples with a part of the previous training
set.

A. Deep Learning Autoencoders
Deep Learning is a popular method in image [33], [34] and

speech recognition [35], [36] because of the high classification
rates achieved. It is a class of feature-learning methods, where
the input data is transformed into an abstract representa-
tion, which is used on pattern recognition and classification.
Different levels of abstraction can be retrieved by iterating
modules from the same model. In our approach, samples from
accelerometer data are transformed in a set of features which
represent the distinctive motion patterns of individuals holding
the smartphone.

Our classification algorithm is based on a deep learning
method called autoencoder, which consists of an input layer,
an output layer of equal size, and one or more hidden layers
connecting them. In our model, the number of input units
is equal to the size of the window times the number of
dimensions of the 3D accelerometer data taken into account
[37]. Figure 3 shows the architecture of an autoencoder with
one hidden layer. In this context, the input is the observation
vector a = ax1, ay1, az1, . . . , axn, ayn, azn and the output is:

u(a) = hu(Wua+ bu) , (2)
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Fig. 3. Architecture of an autoencoder with one hidden layer.

where Wu ∈ R3nx3n is the weight matrix, bu ∈ R3n is the
bias vector, axi, ayi, azi ∈ Rn are the accelerometer samples
along each dimension at instant i and hu is called the activation
function, which we define here as the hyperbolic tangent
function [38]. The feature extraction approach is performed in
two stages: the encoding and decoding steps. In the encoding
step, the input a is mapped to the abstract representation
u(a) according to Eq. 2, and in the decoding step, the
transformation is reconstructed to the output representation â,
which is an approximation of the input accelerometer instance,
according to the decoder function:

â = hd[Wd{u(a)}+ bd] ,

where Wd ∈ R3nx3n is the weights decoding matrix,
bd ∈ R3n is the decoding bias vectors, and hd the decoding
activation function. We restrict the degrees of freedom using
a tied architecture, where the encoding matrix is the transpose
of the decoding matrix, i.e. Wd =WT

u [39].
More than one hidden layer can be applied to achieve higher

flexibility (and abstraction) in the model. In a multiple layers
architecture, encoders and decoders are stacked symmetrically,
where the output from the k th encoder, is the input of the
k + 1th encoder.

B. Conceptual Distributed Architecture

The considerable advance of cloud platforms and the avail-
ability of inexpensive data connections between smartphones
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Fig. 4. Scheme of the distributed architecture of the cloud-based continuous BAS proposed.

and cloud resources, allow us to implement more sophisticated
applications which overcome performance limitations of the
mobile devices [40] and deploy services which require real-
time solutions for thousands of users [41], [42].

Figure 4 shows the distributed architecture of the proposed
approach. In the smartphone, we implement two services.
The Capturing service continually samples data. It assigns
a unique id to each instance and sends them to the cloud
Middleware [43]. The other service deployed on the mobile,
the Sys service, will retrieve the current state i.e. legitimate
or fraudulent, from a flask server every n/fs seconds when
the individual makes use of the device. When the mobile
app is either initialized or reset, the current status flag is set
to legitimate which is updated by the Pattern Classification
Engine (PCE). The flask server is in charge to queries the
current state from the cloud storage every time the Sys service
requests it, thus improving the security performance of the
system [44].

In the cloud side, the Middleware ensures high availability
and scalability of the system distributing the instances across
multiple virtual machines (VMs). Research on the scalability
of the system is a matter of future work.

Each VM runs a PCE. When an instance is received, the
Authentication service extracts the device-id from the instance
and looks in the cloud storage for a model with the same id.
If the model does not exist, the instance is sent to the Training
Service. If the model exists, it is loaded and used to process
the instance. Depending on the result of the process, different
actions are carried on:

• instance classified as legitimate: the instance is sent to
the Training service

• instance classified as fraudulent: the device-status on the
cloud storage is updated to fraudulent, and the instance
is discarded.

The training service extracts the device-id from the name
and counts the number of instances stored with the same
id. If the number of instances is equal to the training-length
parameter, it pulls all the instances to build the user-model. If

the number of instances with the same user-id had been lower
than the training-length parameter, the Training service had
just stored the instance.

V. BIOMETRIC DATASET

To demonstrate the effectiveness of the proposed method
we use two recently released public datasets. Both datasets
include three-dimension accelerometer samples. One dataset
includes samples from a controlled lab-environment and the
other one samples from real-world scenarios.
(1) Lab-environment dataset: In [12] 3D accelerometer data

from smartphones of 100 volunteers with a sampling
frequency of 100Hz were collected. The data was sam-
pled under three activity scenarios: reading, writing, and
browsing a map; and two body motion conditions: sitting
and walking. Each volunteer performed 24 sessions, eight
sessions for each activity with the same proportion of ses-
sions for each motion condition. In total, each volunteer
provided approximately six hours of data. Figure 5 shows
a sample stream of the accelerometer data along the x-
axis from two volunteers i.e. the legitimate and fraudulent
users, when they were sitting and writing a text. This
dataset was used in [10] and [9] to show the performance
of different authentication systems.

(2) Real-world scenario dataset: crowdsignals.io is a crowd-
funding campaign to fund the creation of a high-quality
labelled mobile and sensor dataset and make it available
to the research community by this summer [13]. We
have had early access to 3D accelerometer data cap-
tured continuously for several days by the sensor on
the smartphones of 20 volunteers. The dataset provides
information about when the individual is using the device
allowing us to discard the rest of the samples. The data
was collected with a sampling frequency of 200Hz or
100Hz (depending on the device of each user) during 20
consecutive seconds of every minute.

In the analysis performed in the next section, we have sub-
sampled both datasets to a frequency of 25Hz. In the real



operation of the system, this process will not be required, since
data could be sampled in the capture module with the desired
frequency.

VI. EFFECTIVENESS RESULTS

We are going to use both datasets introduced in the previous
section to show the effectiveness of the proposed system,
which achieves superior accuracy results with respect to pre-
vious similar studies. Furthermore, we discuss how to find
the optimal trade-off between accuracy and usability for each
specific context by adjusting the parameters of the model:

• number of dimensional features of the 3D accelerometer
sensor.

• size of the autoencoder architecture i.e. different number
of hidden layers and input units.

• length of the training dataset.
• number of instances processed before rebuilding the

model.
We assume an attack where an individual gains control and

uses the smartphone owned from another person i.e. via stolen
password. As common in this area [9], [10], [11], we simulated
the mentioned scenario training the classification model with
samples from one user i.e. the legitimate user and testing the
approach with samples from the same user and a second one
i.e. the fraudulent user.

The first experiment evaluates the performance of the clas-
sification algorithm in a controlled environment, while the sec-
ond evaluates the performance of the biometric authentication
system in real-world scenarios.

A. Evaluating the performance of the detection algorithm

In this experiment, we have employed the dataset collected
in the controlled environment. Using this dataset, we can test
the capability of the classification algorithm to discriminate
between users when they are performing the same activities.
We randomly categorize the users on the dataset either as
legitimate or fraudulent. For each attack scenario, we generate
the training and validation datasets sampling data from 18
sessions from the same individual, i.e. the legitimate user,
with the same proportion of the three activities (writing,
reading and browsing a map) and motion conditions (sitting
and walking). The testing dataset includes samples from six
different sessions of the same user and six sessions of a second
user, i.e. the fraudulent user, with the same proportion of
activities and motion conditions as the training dataset. The
training dataset includes instances of 30 minutes period, the
validation dataset of 10 minutes and the testing dataset of 20
minutes.

Primarily, we analyse the effectiveness results of the ap-
proach when taking into account data along one, two and
three dimensions of the 3D accelerometer sensor, for three
different autoencoder architectures including one, three and
five hidden layers. After running many experiments we have
set the window size to 500 samples, and the number of hidden
units of each hidden layer equal to 1500, these values have
shown the best trade-off between re-authentication time and
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Fig. 6. Match scores distribution of the testing dataset obtained from
autoencoders including one, three and five hidden layers when taking into
account one, two and three-dimensional accelerometer data. The window size
is equal to 500 samples and the number of hidden units equal to 1500. We
show the average of the results obtained for running the same attack scenario
ten times.

accuracy. The number of input units is equal to 500 times the
number of dimensions taken into account.

Figure 6 shows the predicted match scores distributions of
the legitimate and fraudulent instances included in the testing
dataset for a single attack scenario. We show the average of
the results obtained for running the same simulation ten times.
Results for different scenarios with different users have been
very similar.

We can observe when the number of input units is lower
considering only data from the x dimension, legitimate and
fraudulent match score distributions have large tails, and there
is no clear separation between them. When we take into
account a higher number of input units, considering data from
the x and y dimensions, tails of both distributions are sorter.



The separation between them becomes more defined, which is
bigger when considering samples from the three axes.

Furthermore, we can see when including a higher number
of hidden layers, the degree of separation between fraudulent
and legitimate distributions becomes markedly larger.

When the model only include data from the x axis, we
must increase the size of the window to achieve a noticeable
separation between the two match score distributions. Since,
the re-authentication time depends on the size of the window,
(as we have seen in section IV), increasing it will mean
validate the user less often. In our experiments, we found that,
when using only data from the x dimension a window size
of at least 1500 samples would be required to get a clear
separation between both distributions, as shown in Fig. 7,
resulting in a re-authentication time of 180 seconds. As the
average duration of a smartphone session is 72 seconds[27],
such re-authentication elapsed time would not be appropriate
in real-world scenarios. Since, in the analysis of the Fig. 6,
we have employed a window size of 500 samples, the re-
authentication time in this study is 20 seconds.

To show the effectiveness of the approach, we conduct
the analysis of 50 attack scenarios with different legitimate
and fraudulent users. Figure 8 shows the ROC curve of the
classification results for the same three different architectures
of the previous analysis including one, three and five hidden
layers. We take into account three-dimensional data, as it was
the case which showed larger separation between legitimate
and fraudulent match score distributions. We show the average
of the results obtained for running each simulation ten times.

We can observe that the ERR decrease from 5.9% to 4.5%
when we use a model including five hidden layers instead of
a model including only one.

B. Evaluating the performance of the authentication system
in a real world scenario

In this section, we show the performance of the proposed
authentication system in real-world scenarios. When using the
smartphone in practice, the accelerometer instances will be
determined by many factors which are not present in the lab-
environment dataset. Simultaneously, we want to show the
repercussion in the accuracy rate of processing a different
number of instances before rebuilding the model and using
training datasets of different lengths.

We evaluate the performance of the same three architectures
use in the analysis of the lab-environment dataset, including
one, three and five hidden layers, with a window size of 500
samples and 1500 input/hidden units. We take into account
three-dimension accelerometer data.

We conduct the analysis on ten attack scenarios with differ-
ent legitimate and fraudulent users choose randomly from the
whole dataset. We show the average of the results for running
each simulation ten times.

First, we test the accuracy of the approach when the length
of the stream processed before rebuilding the model varies
between 15, 30 and 60 minutes. The training and validation
datasets include samples only from one user i.e. the legitimate
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the results for three different architectures including one, three and five hidden
layers when taking into account three dimensional accelerometer data. The
window size is equal to 500 samples and the number of input/hidden units
equal to 1500. We show the average of the results obtained for running each
simulation ten times.

user. The testing dataset includes samples from the legitimate
user and a second user, i.e. the fraudulent user, with the same
proportion of instances from each of them. The training dataset
includes instances of 60 minutes period, the validation dataset
of 30 minutes and the testing dataset of 60 minutes.

Table I shows the average ERR obtained from the analysis.
We can observe for all the three architectures the accuracy de-
creases as the number of instances processed before rebuilding
the model increases.



TABLE I
ERR WHEN THE LENGTH OF THE STREAM PROCESSED BEFORE

REBUILDING THE MODEL VARIES BETWEEN 15, 30 AND 60 MINUTES FOR
ARCHITECTURES INCLUDING ONE, THREE AND FIVE HIDDEN LAYERS

Layers 15 minutes 30 minutes 60 minutes

1 2.5% 2.7% 3.5%
3 2.4% 2.7% 3.5%
5 2.2% 2.5% 3.5%

TABLE II
ERR WHEN THE LENGTH OF THE TRAINING DATASET VARIES BETWEEN
30, 60 AND 90 MINUTES FOR ARCHITECTURES INCLUDING ONE, THREE

AND FIVE HIDDEN LAYERS

Layers 30 minutes 60 minutes 90 minutes

1 2.8% 2.7% 2.6%
3 2.9% 2.7% 2.7%
5 2.7% 2.5% 2.5%

Additionally, when the length of the stream processed before
rebuilding the model is 15 minutes, the ERR decreases as
the number of hidden layers increases, achieving the model
which includes five hidden layers an ERR of 2.2%. However,
this improvement tends to vanish as the number of instances
processed increases, and the three different architectures show
the same ERR when the length of the stream is 60 minutes.

Further, we evaluate training the model with datasets of
different lengths. Table II shows the ERR obtained from
training the same architectures of the previous analysis with
datasets of 30, 60 and 90 minutes. In all the cases the length of
the validation dataset and the length of the stream processed
before rebuilding the model is 30 minutes (similar results
are obtained when the length of stream processed before
rebuilding the model is 15 and 60 minutes).

We can see, the accuracy rate increases for each of the
three architectures when the length of the training dataset
increases from 30 to 60 minutes. Only the model with one
hidden layer shows a better accuracy rate when increasing the
training dataset from 60 to 90 minutes. The model including
five hidden layers achieves the best accuracy rates regardless
of the length of the training dataset.

So, in practice in real-world scenarios, to achieve the highest
accuracy rate, we should use an architecture including a higher
number of hidden layers, a longer training dataset and rebuild
the model more often.

TABLE III
TIME ELAPSED TO TRAIN THE MODEL WITH DATASETS OF DIFFERENT

LENGTHS

Layers 30 minutes 60 minutes 90 minutes

1 13.9 sec 24.6 sec 34.4 sec
3 33.7 sec 54.9 sec 78.9 sec
5 42.2 sec 71.9 sec 105.8 sec

VII. EFFICIENCY RESULTS

We evaluate the efficiency of the system considering the
time elapsed to train the model and process an authentication
instance request. We conduct all the analyses of this section
on a dedicated VM hosted in a private cloud. The node has
four Intel Xeon E312xx cores at 3000MHz and 8GB RAM.

We compare the effectiveness of the three different architec-
tures consisting of one, three and five hidden layers, identical
to the previous analyses. Table III shows the average time
required to train the model when the length of the training
dataset is 30, 60 and 90 minutes. We observe when increasing
the duration of the training dataset, the time to train the model
increases almost proportionally. When increasing the number
of hidden layers from one to three, the time to train the model
approx. doubles, and when the number of hidden layers is five,
it approximately triples.

For all three architectures, the average time to process
an authentication instance request has been negligible (5
milliseconds). The large difference between training and au-
thentication time suggests using VMs with different hardware
specifications for each operation, implementing the training
process in nodes with more computing power.

The previous analyses reveal that we can adjust the parame-
ters of the system to adapt the trade-off between accuracy and
usability to meet the requirements of each specific context.
This approach could be used to replace the use of passwords
with a highly accurate implementation using a high number
of hidden layers. Alternatively, the system could be used as
an auxiliary fraud indicator using a small training dataset.

VIII. CONCLUSION

We propose a cloud-based continuous authentication bio-
metric system for the smartphone which can detect fraudulent
access by exploiting the user’s specific motion patterns. We
have evaluated the effectiveness and efficiency of the system
with two comprehensive case studies.

Throughout the experiments, we have shown that autoen-
coder architectures with a higher number of hidden layers
achieve a higher degree of separation between fraudulent and
legitimate match score distributions. It allows us to re-train
the model after a longer time and use smaller training datasets
while achieving a higher accuracy level. The effectiveness of
the system in real-world scenarios have been demonstrated to
achieve 2.2% EER for a re-authentication time of 20 seconds, a
time much lower than the duration of the average user session.

To meet the intrinsic requirements of mobile platforms,
the detection process relies on a small number of biometric
features and we shift the computational burden from the
smartphone to the cloud.

The elapsed time to process an authentication user request
is negligible (approximately five milliseconds), and the time
to train the model which achieves the highest accuracy rate
is approximately equal to 72 seconds when using a VM with
basic hardware specifications.



Furthermore, we have shown that adjusting the parameters
of the model the system is flexible enough to be adapted to
different contexts.

Future work will investigate the scalability of the system,
which has not been a matter of this study.
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